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Abstract: A repeated inflation-unemployment game within the linear-quadratic frame-work of Barro
and Gordon is studied assuming that the government would like to cheat optimally and the finite
heterogeneous population of private agents attempts to learn the government’s targets using a
reinforcement learning algorithm. Private agents are heterogeneous in their initial expectations of
inflation rate but are assumed to utilize an identical anticipatory reinforcement learning process,
namely Q-learning. In our heterogeneous setting, the only way for the private agents to achieve a zero
value for their loss function, is for all of them to correctly anticipate the Nash equilibrium. It is of
particular significance that such a solution requires a convergence of expectations across an initially
heterogeneous population. Computer simulations have been conducted using different tuning parameters
to investigate the convergence of our proposed model of learning process to Nash equilibrium.
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INTRODUCTION

Learning in games has attained much attention in recent decade. Game theory has focused mainly on
equilibrium concepts. Rational players have commonly known identical beliefs in equilibrium and by definition
it is a self-enforcing state; once equilibrium is reached no player has incentives to leave the action or
probability mixture over actions prescribed by the equilibrium strategy profile. However, equilibrium concepts
do not explain how rational players get to have identical beliefs or, in other words, how this self-enforcing
state arises.

A traditional explanation of equilibrium is that it results from the analysis, introspection and reasoning by
the players in a situation where the rules of the game, the rationality of the players, and the players’ payoff
functions are all common knowledge. However, as mentioned in (Fudenberg, 1998), these theories have many
problems. First, a conceptual problem occurs when there are multiple equilibria since there is no ex-planation
of how players come to expect the same equilibrium. Second, the hypothesis of exact common knowledge of
payoffs and rationality might be arguable in many games. And third, equilibrium theory does a poor job
explaining play in early rounds of most experiments, although it does much better job in later rounds.

Learning models on the contrary, explain how people learn, adapt or evolve to-ward equilibrium. Camerer
(Camerer, 2003) defines learning as an observed change in behavior owing to experience. However, it would
be misleading if we describe learning models as models that explain how people learn or evolve toward
equilibrium. This explanation assumes that players always learn the equilibrium and that the learning models
converge always to equilibrium, which neither of them seems to be true. On the one hand, there are many
experiments in which people deviate from the equilibrium predictions, such as the ultimatum mini-game
experiments or many of the games in which there is a unique mixed Nash equilibrium. On the other hand, the
learning models do not always converge. Different learning models have different convergence and stability
properties and often these properties depend on the properties of specific games.

In this study we investigate whether Q-learning private agents in a macroeconomic game are able to learn
and converge to Nash equilibrium. 
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It is noteworthy that in many macroeconomic games, a population of agents plays against a single player,
i.e., the government. Learning behavior of a population of agents is obviously much more complex than that
of an individual player. Here, we try to gain some insights into this analytically intractable subject by means
of multi-agent computer simulations. Moreover, various learning models differ in their informational and
processing requirements and their assumptions about the rationality of agents. Another objective of this research
is to find simple and less demanding learning models which lead to an optimal behavior. A side contribution
of this paper is also taking the first steps toward bridging the gap between two isolated foundations of learning
literature in economics and artificial intelligence disciplines.

The remainder of this paper is organized as follows. First, in section 2 the macroeconomic policy game
of study is explained. Specifically, incorporation of heterogeneous agents into the classic model would be
elaborated. Section 3 is de-voted to modeling of learning behavior of private agents. After a brief overview
of reinforcement learning, the structure and mechanisms of Q-learning agents will be introduced. Simulation
results are presented in section 4. Finally, section 5 restates the main results of this study and concludes the
paper.

2. Inflation-Unemployment Game with Heterogeneous Agents:
In this section, the macroeconomic policy game of interest is described. First we will give details of the

repeated inflation-unemployment policy game with numerous homogeneous agents and then incorporation of
heterogeneous agents into the model would be elaborated.

2.1 The Model with Homogeneous Agents:
In a standard inflation-unemployment game, such as the linear-quadratic framework proposed by Barro and

Gordon, (Barro and Gordon, 1983a,b) there are two players: the government and the private agents. They are
leader and followers respectively. The government’s instruments are both the announced and the actual rates
of inflation, respectively πa and π, while the private agents’ instruments are their levels of expected inflation
which are assumed to have an identical value of πe. The instruments, π and πe, critically determine the level
of unemployment, u, assuming a standard Phillips curve relation:

u = un - c (π - πe)   (1)

Here, un is the natural rate of unemployment, while c is a positive constant. In such a framework, it is
possible for the government to drive the economy below the natural rate of unemployment, provided it can
fool the private agents’ expectations regarding inflation. One way to do so is to manipulate the announced
inflation target,

πa, which in turn can impact the private agents’ expectations. Consequently, the divergences between π
and πa corresponds to the willingness of the government to cheat. In a repeated-game, if the government cheats
in a given period, π = πa, the private agents may subsequently not believe such an announcement, so that there
is an associated loss of credibility. Yet, this implies that the anticipations of the private agents must be defined
by a reactive rule, which takes into consideration the discrepancies between announced and actual rate, of
inflation. If the private agents cannot surmise the government’s targets, which are defined by a loss function,
then their expectations may never converge to the true rate of inflation, π. Accordingly, the process of learning
about the government’s loss function can itself modify the evolution of the inflation path.

Let us assume that the government’s loss function is given by a standard linear quadratic form:

  (2) 2 21
( ) ( )

2
LJ u u     

where     and     are the targeted levels of unemployment and inflation respectively and u is determinedu 
by the Phillips curve relation in (1), once the government has set the inflation rate. It will be assumed that
the private agents seek to minimize the errors in their expectations, as specified by the following loss function:

  (3)
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If the government is credible, then the actual rate of inflation is supposed to be identical to the announced
one such that, π= πa.
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In light of equations (1) and (2), the reaction function of the government is defined by minimizing its loss
function with respect to its instrument, the inflation rate, such that:

  (4)

2

2

( )
( ) arg min ( , )

1

e
L e L e nc u u c

T J
c

       
  


Analogously, the reaction function corresponding to the private agents, is defined by minimizing the loss

function (3) with respect to their expected inflation rate, so that:

  (5)( ) arg min ( , ) .
e
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A one-period game can then be simulated for specific parameters and target values under alternative
formulations for the government’s conceivable strategies. More specifically, for a numerical example with c

c = 1,      = 2,     = 5 and un =7 four different strategies are highlighted by the results in Table 1 (Valle, u
1999). Here the government alternatively makes a clear commitment such that the announced and actual rates
of inflation are the same (case 1); whereby the government experiences a loss, but not the private agents. In
cases 2 and 3, the government cheats, π … πa, so that it eliminates its own losses, but this has the side-effect
of generating high losses for the private agents. The final case corresponds to a Nash equilibrium in which,
there is no cheating and hence no losses for the private sector.

Obviously, in case of a repeated game, cheating would lead the government to lose its credibility and
hence the private agents have to learn the probable evolution of the government’s inflation target. An optimal
learning process should converge to the Nash inflation level, since at this point the expected and actual rates
of inflation are the same.

2.2 Incorporation of Heterogeneous Agents:
Here we assume that there exist N heterogeneous private agents with respect to their expected rates of

inflation. In this case the aggregate anticipated rate of inflation in period t, becomes an arithmetic average of
the individuals’ different expectations, which is assumed to be known by the government:

  (6),
1
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We continue to assume that each private agent i seek to minimize the errors in its expectations:

  (7)
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As in the previous one-period example, assuming that the government wants to cheat optimally the private

agents, then the government will announce in the first period a zero rate of inflation,          . Given such1 0e 

an announcement, each agent will choose a level of expected inflation,        with i = 1N. This will depend,
e
i t

on its assessment of the government’s credibility. The average anticipated value of inflation in the first period,

                   will be influenced by the heterogeneity of the agents’ expectations, where                 for1 ,1

1e e
iN

   ,1 ,1
e e
i j 

some agents i and j. In light of this expected inflation rate,      , the government is free to choose the actual1
e

rate, π1, where the reaction function in (4) again applies.
For those private agents whom are fooled in period one, the credibility of the government’s subsequent

announcement in period two is lost. As a consequence, each individual private agent will seek to learn the
government’s targeted inflation rate. This leads to a dynamic game, where the private agents’ loss is minimized
by the Nash inflation target value. That is, each private agent, by choosing its expected rate, will impact the
average level of expectations to which the government will, in turn, respond by setting an optimal inflation
rate in the same period.
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In summary, the following decision  sequence  takes  place  within  the  framework  of  our  repeated

macroeconomic policy game: (1) Agent i forms her expectation by choosing       , which then would result,
e
i t

in an average expected inflation rate,      ; (2) the  government  reacts  to  the  average  of  expectations by
e
t

calculating and applying the actual inflation rate, πt = TL (πe).
The only way for the private agents to achieve a zero value for their loss function, is to anticipate the

Nash equilibrium. It is of particular significance that such a solution requires the convergence of expectations
across an initially heterogeneous population. 

In our numerical example, it is whene πe
t = 4 and therefore πt = 4 which results in JF

i = 0, œi. That is,
the optimal learning process should lead the private agents, as a whole, to set the average anticipated rate of
inflation to the Nash value. However, perfect stability of the learning process will be reached only if πe

i,t =
4, œi. Otherwise, some agents will have an incentive to change their anticipations.

3. Modeling of Learning Private Agents:
The literature on modeling the learning behavior of economic agents is quite rich. Overviews of this

literature are provided by (Brenner, 2006) and (Duffy, 2006). One can distinguish between individual learning
models and social learning models (Vriend, 2000). In individual learning models an agent learns exclusively
from its own experience, whereas in social learning models an agent also learns from the experience of other
agents.

The two most important approaches to modeling individual learning behavior are belief-based learning and
reinforcement learning. Examples of belief-based learning models are Cournot adjustment and fictitious play
(Fudenberg, 1998). These two models assume that an agent has the ability both to observe its opponents’ action
choices and to calculate best responses. In a Cournot oligopoly game, the models predict that firm behavior
can converge only to the Nash equilibrium. Reinforcement learning is based on a very simple idea: the higher
the payoffs obtained from a strategy in the past, the more likely the strategy is to be played.

3.1. Why Reinforcement Learning:
In this study, reinforcement learning (Sutton, 1998) has been employed to model the learning behavior of

private agents. Compared with belief-based learning models, reinforcement learning models make few
assumptions about both the information available to an agent and the cognitive abilities or rationality of an
agent. For example, in reinforcement learning an agent needs no information about its opponents’ action
choices or about the payoffs of the game. An agent is only assumed to have knowledge of the strategies that
it can play and, after playing a strategy, of the payoff that it has obtained from that strategy. Reinforcement
learning models, also called stimulus-response, have their roots in behaviorist psychology, dated back to 1920.
After behaviorists introduced reinforcement learning, Bush and Mosteller (1995) formalized simple
reinforcement rules and applied them to learning in decisions. Cross (1973,1983) applied reinforcement learning
to economic decisions. Finally in the nineties, reinforcement learning was revived; first Arthur (1991,1994)
applied it to the behavior of economic agents and later Mookerjee and Sopher (1997), Roth and Erev (1995,
1998) and Sarin and Vahid (2001) applied reinforcement to games.

An extensive bulk of research has shown that reinforcement learning agents benefit from a high
reproduction capability of human-like behaviors (Arthur, 1991; Arthur, 1994; Roth, 1995; Erev, 1998). For
example, Roth and Erev compared simulation results of simple reinforcement learning agents with results of
subject experiments in several examples (Roth, 1995; Erev, 1998) revealing that: (1) computer simulation using
simple reinforcement learning agents can better explain the result of subject experiments than economic theory;
and (2) the former approach has greater potential of predicting results than the latter.

Reinforcement learning models are studied both in the economic literature and in the artificial intelligence
literature (for an overview of the artificial intelligence (AI) literature on reinforcement learning, see (Kaelbling,
1996) and (Sutton, 1998)). The reinforcement learning agents, specifically, Q-learning agents (Watkins, 1992)
in computer science literature are employed among other famous agents like Roth and Erev’s learning agent
(Roth, 1995) in social science literature. This is because previous research revealed that Q-learning agents can
learn consistent behaviors and acquire sequential negotiation in the sequential bargaining game, while Roth and
Erev’s agents cannot. Roth and Erev’s agents work well only in one-time negotiation.
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3.2. Overview of Reinforcement Learning:
The basic intuition underlying reinforcement learning (RL) is that the tendency to implement an action

should be strengthened (reinforced) if it results in favorable outcomes and weakened if it results in unfavorable
outcomes (Sutton, 1998). RL is a goal-directed learning from interaction of the agent with the environment.
In other words, reinforcement learning is learning what to do -how to map situations to actions- so as to
maximize a numerical reward. The learner is not told which actions to take, but instead must discover which
actions yield the most reward by trying them. In the most interesting and challenging cases, actions may affect
not only the immediate reward but also the next situation and, through that, all subsequent rewards. These two
characteristics, trial-and-error search and delayed reward, are the two most important distinguishing features
of reinforcement learning. Actually, decision problems can be divided into two types: non-sequential and
sequential. In non-sequential decision problems, an agent must learn a mapping from states to actions that
maximizes expected immediate reward. In sequential decision problems, the agent must again learn a mapping
from states to actions, but now the actions selected by the agent may influence future situations and hence
future rewards as well as immediate rewards. Consequently, it might be advantageous for the agent to engage
in anticipatory evaluation of the future possible consequences of its current actions.

In the early RL literature, the focus was generally on a single agent playing a game against nature. That
is, a single agent was assumed to face a decision problem in which his uncertainty regarding which action to
choose arose from an exogenous source modeled as a probability distribution that was independent of the
agent’s action choices. Recently, theoretical game theorists have begun to explore the use of RL in multi-agent
contexts as a “selection principle” for determining the selection of a particular Nash equilibrium when multiple
Nash equilibria exist (Fudenberg, 1998). Also, RL methods are being used to explain experimental data
obtained from human subjects who are learning to play repeated games; see (Roth, 1995) and (Erev, 1998).
Learning among multiple strategically interacting agents is far more difficult to study than learning in games
against nature since the choice environment of each agent is now intrinsically nonstationary.

A key aspect of all learning models/algorithms is the amount of anticipation (look-ahead) that agents
employ. At one extreme, an agent might rely entirely on reactive (stimulus-response) learning for choosing
its actions. A state of the environment (stimulus) occurs, and the agent reacts to this state by choosing a
particular action (response). The agent then observes an outcome, and it uses this outcome to either weaken
or strengthen the association between the state and the action in the future. In this scenario, then, the agent
continuously adapts to its environment by asking the question: if this state occurs, what action should I take?
However, the agent does not deliberately attempt to modify its environment to suit its own purposes. At the
other extreme, in the anticipatory learning case, the agent deliberately attempts to modify its environment to
suit its own purposes by asking the following forward-looking question: if I take this action now, what
outcomes might occur in the future? The agent chooses its actions in an attempt to increase the likelihood that
the ensuing outcomes will be favorable to itself.

One complication in the design of anticipatory learning methods is the well-known dual decision problem
from adaptive control theory. Namely, from a longer-run point of view, it might be optimal for an agent to
sacrifice short-term reward for information gain through experimentation, if this ultimately permits the agent
to make more informed future decisions because it has better estimates of the true outcome probability
distributions. This challenge is called the trade-off between exploration and exploitation in RL literature. To
obtain a lot of reward, an anticipatory reinforcement learning agent must prefer actions that it has tried in the
past and found to be effective in producing reward. But to discover such actions, it has to try actions that it
has not selected before. The agent has to exploit what she already knows in order to obtain reward, but she
also has to explore in order to make better action selections in the future.

3.3. Structure of our RL Agents:
This section explains the structure and implementation of learning private agents of the economy modeled

as anticipatory reinforcement learning agents. We assume that all stage games are indistinguishable to the
agent. In other words, the agents are facing a single-state game. Therefore, at different stages of the game,
agents remain at the same single state of the game.

Each agent is provided with a memory which is supposed to save and keep Q-values associated with
different actions at his disposal, i.e. different levels of anticipated inflation. Without loss of generality, the
interval of feasible anticipations is taken as [0,10] and it is assumed that agents choose their anticipation
among the set of discretized integer values: 0,1,...,10. This means that each agent encounters 11 possible
actions at each time period and saves an array of Q-values corresponding to these 11 possible actions. Agents
update their array of Q-values using standard Q-learning algorithm and choose their anticipations using ε-
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greedy action selection method. ε is initially set to 1 to represent an untrained and inexperienced agent,
resulting in full exploration in the early stages of the game. During the process of learning, ε is gradually
decreased in each time step to reflect the increasing experience of the agent, making exploitation of previous
experiences more probable.

4. Simulation Results:
Computer simulations has been carried out to investigate the outcome of the explained macroeconomic

policy game with all private agents modeled as simultaneous Q-learners in a multi-agent environment and the
government as a rational decision maker who plays optimally. We focus on the long-run behavior of Q-learning
agents and seek to find out whether the Nash equilibrium is attained. As previously mentioned, to reach Nash
equilibrium of this game, it is necessary for all agents to learn the level of inflation at Nash equilibrium. This
means that the population of agents which is assumed to be initially heterogeneous in terms of their initial
anticipation of inflation, should move toward homogeneity of anticipations.

The following numerical values are used for the macroeconomic framework of the game: c = 1,      =
2,      = 5 and un = 7. As stated before, Nash equilibrium for these values would be πNash =4. The populationu
size or the number of private agents in the economy is taken to be N = 100. In the first period the government
announces zero inflation. Then, agents are assumed to choose their initial anticipated inflation randomly from
the interval of [0,5]. This is the major source of heterogeneity of private agents in our settings.

The repeated game is simulated for T = 200 time steps. Regarding the stochastic nature of reinforcement
learning behavior of agents and also random distribution of their initial anticipations, numerous (50 to 300)
runs of a single simulation has been taken to extract the statistical average of aggregate quantities, namely,πe

and π. In updating Q-values, we have assumed that γ = 0. This means that the agent is ignoring his future
rewards, while making decision about his current action. Since our game setting is single-state and all stage
games seem the same to the agents, it is reasonable to assume that agents would prefer to optimize only their
current reward.

In order to investigate the long-run convergence of the population of heterogeneous agents to Nash
equilibrium, we need to introduce a quantitative index or criterion of convergence for a batch of simulation
runs with fixed parameters. First, we define convergence error of each simulation run as the absolute
difference between the steady-state value of anticipated inflation and inflation level at Nash equilibrium:

  (8).e Nash
ss   

Now, for set of simulation parameters, we define the index of convergence with a tolerance of Δ as the
following ratio:

  (9).
Number of Simulation Runs with

I
Total Number of Simulation Runs







Different values of learning rate, α, for Q-learning agents have been tried through a number of simulation
runs. Simulation results for α = 0.75, α = 08 and α = 1.0 are shown in Fig. 1 to Fig. 3, respectively. It shows
that despite the multi-agent and nonstationay environment of the economy, the aggregate behavior of the
private sector, based on reinforcement learning of private agents, is converging to Nash equilibrium.
Quantitatively speaking, a few indices of convergence for these two cases are listed in Table 2.

For example, I0.2 = 0.82 means that in %82 of simulation runs with α = 0.75, the convergence error had
been less than ±02; that is  the  steady-state  anticipated  inflation  would  fall into the interval [3.8,4.2]
around the Nash equilibrium, πNash =4. The most important observation is that the best results is achieved when
α = 1.0. It means that when agents make their decisions only based on the reward of last stage, they are more
likely to learn the Nash equilibrium.

Table 1: Numerical Results of One-Period Inflation-Unemployment Game
Strategies πa πe π JL JF

(1) Commitment 2 2 2 2 0
(2) Cheating (No Commitment) 2 2 3 1 0.5
(3) Optimal Cheating 0 0 2 0 2
(4) Nash 4 4 4 4 0
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Table 2: Index of Convergence for some simulation cases.
Learning Rate I0.2 I0.3 I0.4

α = 0.75 0.82 0.94 1.0
α  =0.8 0.75 0.95 1.0
α  =1.0 0.94 1.0 1.0

Fig. 1: Anticipated Inflation, πe, for α = 0.75 in 50 Simulation Runs.

Fig. 2: Anticipated Inflation, πe, for α = 0.8 in 50 Simulation Runs.
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Fig. 3: Anticipated Inflation, πe, for α = 1.0 in 50 Simulation Runs.

5. Conclusion:
In this paper the aggregate behavior of a population of RL private agents in a macroeconomic policy game

was studied. This repeated game runs between the rational and optimally-behaving government, from one side
and a number of heterogeneous private agents with a minimum level of rationality, information and processing
capability assumed, from another side. Using agent-based simulations, we showed that Q-learning agents would
learn the Nash equilibrium of the game and the aggregate behavior of the population would converge to the
Nash equilibrium in a statistical sense.

It should be noted that the underlying game of this study was a single-state repeated game, where agents
could not differentiate between different stages. In order to exploit the potential capabilities of Q-learning as
an anticipatory reinforcement learning method, it is needed to reformulate the studied macroeconomic game
as a sequential and dynamic game with multiple states. This issue remains for future research.

REFERENCES

Arthur, B., 1991. Designing economic agents that act like human agents: A behavioral approach to
bounded rationality. American Economic Review Proceedings. 81: 353-359.

Arthur, B., 1994. On designing economic agents that behave like human agents. Journal of Evolu- tionary
Economics. 3: 1-22.

Barro, R., D. Gordon, 1983a. A Positive Theory of Monetary Policy in a Natural Rate Model. Journal of
Political Economy. 91(4): 589-610.

Barro, R., D. Gordon, 1983b. Rules, Discretion and Reputation in a model of Monetary Policy. Journal
of Monetary Economics. 12(1): 101-121.

Brenner, T., 2006. Agent learning representation: advice on modelling economic learning. In: Tesfatsion,
L., Judd, K.L. (eds.), Handbook of Computational Economics, Elsevier, Amsterdam.2: 895-947.

Bush, R., R. Mosteller., 1955. Stochastic Models for Learning. John Wiley, New N.Y. York.
Camerer, C.F., 2003. Behavioral Game Theory: experiments in strategic interaction. Princeton University

Press, N.J. Princeton,.
Cross, J.G., 1973. A stochastic leaning model of economic behavior. Quarterly Journal of Economics. 87,

239-66.
Cross, J.G., 1983. A theory of adaptive economic behavior. Cambridge Univ. Press, London.



Aust. J. Basic & Appl. Sci., 5(7): 491-499, 2011

499

Duffy, J., 2006. Agent-based models and human subject experiments. In: Tesfatsion, L., Judd, K.L. (eds.),
Handbook of Computational Economics, Elsevier, Amsterdam., 2: 949-1011.

Erev, I., A.E. Roth, 1998. Predicting how people play games: reinforcement learning in experimental games
with unique, mixed strategy equilibria. American Economic Review, 88: 848-881.

Fudenberg, D., D.K. Levine, 1998. The Theory of Learning in Games. MIT Press, M.A. Cambridge.
Kaelbling, L.P., M.L. Littman, A.W. Moore, 1996. Reinforcement learning: a survey. Journal of Artificial

Intelligence Research, 4: 237-285.
Mookherjee, D., B. Sopher, 1997. Learning and decision costs in experimental constant sum games. Games

and Economic Behavior., 19: 97-132.
Roth, A.E., I. Erev, 1995. Learning in extensive form games: experimental data and simple dynamic

models in the intermediate term. Games and Economic Behavior., 8: 164-2 12.
Sutton, R.S., A.G. Barto, 1998. Reinforcement Learning: An Introduction. MIT Press, M.A. Cambridge.
Sarin, R., F. Vahid, 2001. Predicting how people play games: a simple dynamic model of choice. Games

and Economic Behavior., 34: 104-122.
Valle, T., C. Deissenberg, T. Basar, 1999. Optimal Open Loop Cheating in Dynamic Reversed Linear

Quadratic Stackelberg Games. Annals of Operations Research, 88(1): 2 17-232.
Vriend, N.J., 2000. An illustration of the essential difference between individual and social learning, and

its consequences for computational analyses. Journal of Economic Dynamics and Control., 24: 1-19.
Watkins, C.J.C.H., P. Dayan, 1992. Q-learning. Machine Learning., 8: 279-292.


