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 Background: The k-mers counting is a process used in different bioinformatics 
applications such as: detect repetitions, reads cleaning, reads assembly, find mutations 
among others. Find algorithms that optimize the efficiency of this applications is 
essential in the processing of genomic data in the next generation sequencing. 
Objective: This article presents an evaluation of the impact about the use of minimizer 
based techniques in different k-mer counting tools, with the purpose to create a 
framework for bioinformatics researchers to identify computational requirements, 
advantages, disadvantages, bottlenecks and challenges on each of the minimizer based 
algorithms proposed in these tools. The counters assessed were divided into two 
groups: - minimizers based tools: KMC2, MSPKmerCounter. – Tools based in other 
methods: BFCounter, DSK, Jellyfish, KAnalyze, KHMer, Tallymer and Turtle. The 
parameters measured were the following: RAM occupied space, processing time, 
parallelization and read and write acbased tools cess to disk. A dataset comprised of 
36.504.800 short reads corresponding to the 14th human chromosome. The assessment 
was performed for two k-mer sizes: 31 and 55 characters each one. Results: It was 
found that minimizers based tools (KMC2 and MSPKmerCounter) had a lower 
execution time, those did not make difference regarding to the RAM use (their 
consumption was equal or slightly higher than the majority), they showed a disk access 
in average less than the most of the tools and showed a high parallelization with regard 
to other tools. Conclusion: The tools that use the technique of minimizers, showed 
better performance, compared with tools that use other techniques. 

 
INTRODUCTION 

 
Bioinformatics is the field that deals with the biological information processing in an automated way 

through computation. Among the areas of bioinformatics applications, we can find cryptography for security 
(Raj and Vijay, 2016) medicine for gene expression (Arunkumar and Ramakrishnan, 2015), bioengineering for 
the modeling of transgenisc, among others. One of the main challenges for bioinformatics is the massive 
processing of text strings in an efficient manner and this research will focus on a process widely used in 
bioinformatics called “k-mers counting”. 

The k-mers counting is a fundamental process for different bioinformatics applications such as: detect 
repetitions, reads cleaning, reads assembly, find mutations among others. The main problem of the basic k-mer 
counting algorithms is in the computational resources demand specially RAM memory. For example, the first 
Jellyfish version (Marçais and Kingsford, 2011) requires more than 100 GB of RAM to process the k-mers 
generated in a human genome with coverage of 30X. 
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To mitigate the high memory requirements required by the k-mer counting techniques in the last three years 
it has been developed tools based on partitioning techniques that use the minimizers as a division criterion 
(Roberts, et al. 2004). Below is a description of the minimizers’ theory. 

In the next generation sequencing it has been developed different sequencing comparison methods, among 
the most commonly used is one called “seed-and-extend” (Bao et al., 2011), this method selects subsequences 
called seeds from the sequences to compare and for each seed in common, two sequences are aligned to verify if 
the seed extends (that is, if neighboring characters match in both sequences). This method requires an extensive 
catalogue of seeds and when working with large genomes as the mammal genome or large proteins, those 
catalogues require a lot of memory to be processed. To reduce the memory consumption, a method that uses 
fewer seeds called minimizers was proposed. 

This method chooses only a representative k-mer from an adjacent group of k-mers in such way that 
different strings Ti and Tj have the same representative k-mer if they share a sufficiently long subsequence, this 
way is achieved that only a small subset of k-mers are being used as seeds. From the above postulate the two 
properties that the minimizers meet is derived: 
 
Property 1:  

If two strings have a substring with size w+k-1 in common, then they have a (w, k)-minimizer in common 
(k being the k-mer size and w the amount of adjacent k-mers). 
 
Property 2: 

If the end of the two strings has an exact overlapping of at least k characters or more characters, then they 
share at least a k-end-minimizer, that is, a (u,k)-minimizer chosen from a window of size u which is anchored to 
one end of the string. 

In addition to these properties there are certain characteristics and relevant suggestions for the method 
performance: When ordering the strings, a lexicographic order could be used, although it could be used any kind 
of ordering as long as it is the same ordering for all the data and analyzed sequences, for example, order by 
frequency (number of times that a sequence repeats in a k-mers set) or change lexicographic weight of the used 
alphabet (Deorowicz, Kokot, Grabowski and Debudaj-Grabysz, 2015). The main purpose of this ordering is to 
increase the possibility that rare k-mers are chosen as minimizers, thus statistical significance of minimizers 
found to compare against other chains increases. 

On the other hand, to ensure that the most of the letters in the sequence are covered by a minimizer, it 
should have a size of w less or equal to the size of k (w ≤ k). This way, there are left to cover a maximum of w – 
1 characters at the end of the string. The problem of this letters is solved by adding (u, k)-end-minimizers to the 
list of seeds (being “u” a value greater than 0 and less or equal to l − k + 1 and l the total size of the chain), this 
type of minimizer choose minimizers from all the chain. 

In practice is found that this method is able to reduce the space used to store seeds by a factor of 10 (1/10) 
approximately when the values of w = k = 20 are used and in general for any w value is reduced by a factor of 
2(w + 1) showing a behavior in which it shows a greater reduction while the value of w is closer to the size of k. 
An example is shown selecting minimizers in a sequence: 

For this example, we have the sequence T=GTCATGCACGTTCAC and it is going to be chosen a set of (3, 
3)-minimizers, that is w = k = 3 (note that w ≤ k is satisfied). As shown in the Figure 1, only the seeds chosen as 
minimizers are CAT, ATG, CAC, ACG, CGT y GTT instead of all 13 possible 3-mers of the sequence (with 
lexicographic ordering criterion). 

As shown in the example (Figure 1), selecting fewer minimizers that represent almost all the letters in the 
sequence, it is possible to obtain a reduction of seed storage, saving only 6 k-mers instead of 13 (an approximate 
reduction of 54% for this example). 

The efficiency of this method makes it a good candidate for the new algorithms by comparing sequences, 
such as in the k-mers counting which have been used as a partitioning criterion to reduce the load on memory 
and keep a low processing time. 
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Fig. 1: (3,3)-minimizers choice example from a sequence. In the x axis is the assessed tools and in the Y axis is 
the execution time of each of them. 

 
In this article is documented the assessment of the main k-mer counters of the last 5 years with the purpose 

of comparing the computational requirements of those that use minimizers from the rest. To make a comparison 
covering its main aspects, first a qualitative analysis is made, describing the technique used and its main 
features, then a quantitative assessment is made by comparing the computational resources used as processor 
time, occupied space in RAM, algorithm parallelization and read and write access to disk and finally the results 
from the qualitative analysis and the quantitative assessment and a framework is generated to identify challenges 
to solve in future developments.  

The main contribution of this research to knowledge is presenting an evaluation using real genomic data, 
generating results that enable researchers to verify the techniques which have better performance in counting k-
mers. 

 
MATERIALS AND METHODS 

 
K-mer counting tools to assess: 

For the analysis of the different k-mer counting techniques there have been chosen two tools based on 
minimizer and seven tools that included different counting techniques and data structure proposed in recent 
years. The tools to assess based on minimizers are: – MSPKmerCounter (Li, 2015), uses minimum substring 
partitioning (MSP) which uses minimizers as a partitioning criterion. - KMC2, uses a variation of the method 
MSP, called Signatures (a set of minimizers with features focused on achieving a more homogeneous 
partitioning). The tools based on other techniques are: - BFCounter (Melsted, and Pritchard, 2011), uses a 
probabilistic data structure called Bloom filter. - DSK (Rizk, Lavenier and Chikhi, 2013), partition the data in 
disk and loads these in parts to memory. – Tallymer (Kurtz, Narechania, Stein, and Ware, 2008), uses lcp-
interval trees. - Jellyfish, uses a hash table with a lock-free approach for concurrent access. – Turtle (Roy, 
Bhattacharya, and Schliep, 2014), uses the Bloom filter along with a technique called Sort and Compress. - 
KAnalyze (Audano, and Vannberg, 2014), divides the k-mers load to memory. – KHMer (Zhang, Pell, Canino-
Koning, Howe, and Brown, 2014), uses a probabilistic data structure called Count-Min Sketch. Below is 
presented each tool with the description of its count algorithm. 

 
Minimizers based tools: 

MSPKmerCounter:  This method is based on a technique called minimum substring partitioning (MSP) (Li 
et al., 2013) which divide the reads in super-k-mers, those are strings that groups k-mers with the same 
minimizer; this minimizer being the sub-string (of fixed size less than “k”) with the less lexicographical weight 
of a k-mer. The storage of the super-k-mers is made by partitioning in disk, thus super-k-mers having the same 
minimizer will be stored in the same partition. Next to the partitioned storage of the super-k-mers it comes a 
stage responsible for reading those partitions, divide the super-k-mers and obtain the k-mers to insert them into a 
hash table, count each insertion and finally save the count in disk. 

KMC 2: This method uses minimizers that meet some characteristics, to reduce the amount of these and 
solve some problems when using them (for example the great amount of minimizers that contain the string AA). 
The chosen minimizers should meet the following rules: not to start with AAA, not start with ACA, not contains 
AA anywhere (except at the beginning). The minimizers that meet those characteristics are called Signatures. 
The processing of the k-mers is divided in two phases: the distribution and the ordering). The first phase loads 
the reads to find the regions (super k-mers) that have the same Signature and save them on the same disk 
partition identified with such Signature. The second phase reads each file, extracts the (k, x)-mers (a much 
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smaller portion of n-mers with n = k+x) for the super k-mers, order them, calculates statistics for those k-mers 
and finally save k-mers database (In compact binary form). 

 
Tools based on other methods: 

BFCounter: Method to identify, count and store only the k-mers that repeats more than once in a genomic 
dataset. It makes use of a probabilistic structure called “bloom filter” (Bloom, 1970), which implicitly stores all 
the observed k-mers with a great reduction of the memory space use (only one arrangement is used, the 
existence of a k-mer is recorder by altering some bits of the arrangement, according to the output of the hash 
functions). This method has three steps: the first reads all k-mers and uses the bloom filter to detect k-mers seen 
more than once. The second step is responsible for making the k-mer counting previously filtered. And finally 
the last step is responsible for cleaning possible false positives that passed the filter. 

DSK: K-mers counting method that optimizes the RAM memory use through the partition of reads in small 
sets which are saved on disk and loaded to memory in small amounts. This algorithm is divided in three steps: 
the first calculates the number of k-mers, the number of iterations to go over the k-mers and the number of 
partitions to save on disk. The second step goes over all the k-mers and through a hash function that distributes a 
part of the k-mers in the partitions. The third step is about to load the k-mers of each partition in a hash table and 
keep counting them, occupying memory only one partition at a time. Finally, all three steps are repeated until all 
k-mers have been inserted. 

Jellyfish: This method uses a hash table and a lock-free approach which allows the table access and 
updating through several threads at the same time, with a technique called lock-free queues based on the 
compare-and-swap operation (CAS) (Ladan-Mozes and Shavit, 2004). The algorithm is divided in two steps: the 
first is responsible to search the k-mer and obtain its key (if it has been already inserted) or insert the k-mer in 
the hash table with a reprove strategy if it does not exist previously; in case that a collision is generated, the 
algorithm tries to insert the k-mer again a number of times driven by max_reprobe. The second step is 
responsible to increase the k-mer count also with a CAS operation. 

KAnalyze: This algorithm divides the sequences in subsets to load them in memory in small amount which 
allows a less memory use. This method is divided in two steps: split and merge. The first step is responsible for 
taking the k-mers and to load them into an array until it is full, then, the array is ordered and the k-mers are 
counted and written to disk. The second step reads the counting files and loads them on memory with a buffer to 
not use all the available memory and joins them into a final counting file which is ordered and saved to disk. 

Khmer: This method use the probabilistic data structure Count-Min Sketch (Cormode and Muthukrishnan, 
2005), which is based on a Bloom filter and the use of multiple tables to detect the k-mers that repeats more than 
once and count them. This method is divided in three steps: the first creates a certain amount of hash tables 
(according to the maximum amount of false positives). The second step verifies the k-mers repetition with the 
“bloom filter”. Finally, in the third step the k-mers are inserted and the counting increases. 

Tallymer: This method uses the enhanced suffix array and lcp-interval trees types to store implicitly the 
number of occurrences of the substrings of a sequence. This method divides the sequence in smaller sections 
(that do not overlap) to be processed by a machine with lower RAM memory resources, then it saves these 
sequences into an enhanced suffix array and from this array builds the lcp-interval tree. After this it makes a 
counting of each of these sections from the tree. 

Turtle: This is a k-mers counting method based on a Bloom Filter to detect the k-mers that are repeated 
more than once, in a similar way as BFCounter does. The Turtle’s novelty focuses on the use of a method called 
sort and compress (SAC) to do the k-mer counting iteratively in such a way that on each iteration the k-mers are 
loaded ( previously filtered) to fit into the available memory ( or defined threshold) to proceed to organize and 
compact those that are equal (by counting) both the current iteration as well as the past iterations, thus an 
iteration is finished and a new iteration is started using the freed memory with the compression to load another 
k-mers package. Finally, an array is obtained with all the k-mers ordered and counted. 

 
Datasets: 

To carry out the measurements of the computational variables, a large dataset was chosen with short 
“paired-end” reads belonging to the 14th human chromosome which contains 36.504.800 short reads with an 
average of 101 pairs of base pairs per read. 

 
Variables: 

For each of the tools the above datasets were used and the k-mer counting process was performed taking 
measurements of processor time, RAM memory usage, parallelization (number and amount of cores used) and 
read and write access to disk. All measurements were made for two k-mers lengths, k=31 and k=55. 
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Computer Equipment: 
The computer on which this assessment was performed has the following hardware features: Processor 

Intel(R) Xeon(R) CPU E7450 @ 2,40GHz, 24 cores, a RAM of 64GB, And a Hard Disk of 160GB - HDD. 
 

Results 
 

Table 1: K-mers counters computational performance results. 
    RAM Usage (GB) # Used cores Disk I/O (KB/s) 
Counting algorithm Time 

(minutes) 
Average Maximum Average Maximum Average Maximum 

MSPK (k=31) 20.75 8,426 15,598 10 24 12237 114947 
MSPK (k=55) 31.5 14,149 18,308 12 24 7864 115557 
KMC2 (k=31) 2.95 7,846 16,048 15 24 17504 94502 
KMC2 (k=55) 2.65 8,480 15,144 17 24 16796 112112 
BFCounter (k=31) 39.35 1,566 1,974 5 15 5.5 42 
BFCounter (k=55) 31.3 2,236 2,872 4 14 5.5 42 
DSK (k=31) 1.95 1,582 2,938 7 20 29677 115446 
DSK (k=55) 4.1 2,060 3,645 5 24 34661 94940 
Jellyfish (k=31) 6.55 4,402 10,385 13 24 38174 125649 
Jellyfish (k=55) 5.65 6,982 10,930 13 24 23896 117365 
KAnalyze (k=31) 15.1 2,065 2,199 3 7 45440 132267 
KHMer (k=31) 40.8 44,473 49,204 16 24 23934 123392 
Tallymer (k=31) 220.55 7,462 16,853 2 5 3308 126805 
Tallymer (k=55) 456.15 7,944 9,587 2 3 1603 144555 
Turtle (k=31) 193.4 35,408 63,887 4 5 1292 114131 
Turtle (k=55) 129.3 24,307 45,632 4 4 882 100199 

In the rows is showed the obtained results for each of the tools (with both kmer sizes, k=31 and k=55). In the first column is listed the tools 
used. In the second column the execution time is listed. In the third and fourth column the average and the maximum used cores are listed. 
In the fifth and sixth column the average and maximum RAM used is showed. In seventh and eighth column the average and maximum disk 
access are listed. 

 
Execution time: 

In the Figure 2 shows the following: – The tools that use minimizers have a lower execution time (14.46 
minutes in average) in contrast to the tools that do not use minimizers, these have a greater execution time 
(95.35 minutes in average). – Among the tools that use minimizers MSPKmerCounter increases its execution 
time significantly when the k-mers size increase.  – Among the tools that do not use minimizers, DSK and 
Tallymer also have lower performance regarding the execution time when the k-mer size increases. – Finally 
Jellyfish and KMC2 do not significantly alter their execution time when the k-mer size changes. 
 

 
Fig. 2: Execution time for counting k-mers tools. In the x axis is the tools assessed and the Y axis is the 

maximum amount and average.  
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RAM: 
In figure 3, it can be noted the following: – The tools that use minimizers have a moderate RAM 

consumption (16.27 GB in average). – Among the tools that do not use minimizers BFCounter, DSK, Jellyfish y 
KAnalyze have a better performance than the tools based on minimizers, while KHMer and Turtle have a 
significantly less efficient behavior using RAM. – Among minimizers based tools, only MSPKmerCounter 
increases its memory requirement when the k-mers size is increased. – Among the tools that use other counting 
methods, BFCounter, DSK and Jellyfish also increase the memory requirement when the k-mers size is 
increased. – Finally it was found that the tools based on other methods: KMC2, Tallymer and Turtle decrease its 
demand for memory when the k-mers size is increased. 

 

 
 

Fig. 3: K-mers counting tools memory use. In the x axis is the tools assessed and the Y axis is the maximum 
amount and average amount of RAM memory used by these tools. 

 
Parallelization: 

In figure 4 it can be showed the following: – The tools using minimizers show a high parallelization in 
some of their processes. – Most of the tools based on others methods do not use all the available processors 
potential, except for DSK, Jellyfish and KHMer that use all available cores. 

 
Disk I/O: 

In figure 5, it is possible to note the following: – The tools that use minimizers have a moderate access to 
the disk in comparison to the other tools. – Some of the tools that do not use minimizers are the ones that show 
less read/write operations average (BFCounter, Turtle y Tallymer). – Some of the tools that do not use 
minimizers show a higher average of I/O operations (KAnalyze, DSK, Jellyfish and KHMer). – Among the tools 
based on minimizer, MSPKmerCounter decrease significantly the read and write operations average when the 
size of the k-mers is increased. – Within the tools based on other methods, Jellyfish, Tallymer and Turtle also 
decrease the average of I/O operations to disk when the k-mers size is increased. 
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Fig. 4: Cores used by the counting k-mers tools. In the x axis is the tools assessed and the Y axis is the 
maximum amount and average of processor cores used by each tool. 

 

 
 
Fig. 5: K-mers counting tools access to disk. In the x axis is the tools assessed and the Y axis is the maximum 

amount and average amount of disk access used by each tool. 
 

Discussion: 
The k-mers counters that use minimizers achieved good processing times (less than half an hour for the 

chosen dataset). Most of the tools based on other methods also achieved processing time (less than 40 minutes 
for the dataset chosen), however two of these tools (Tallymer and Turtle) had a low performance (between 2 and 
8 hours for the dataset chosen) and other two tools (DSK and Jellyfish) had a similar behavior than minimizers 
and even better than MSPKmerCounter. 

The tools based on minimizers did not make a significant difference regarding the RAM memory use, their 
consumption is equal or even slightly higher than most of the tools based on other methods, except for KHMer 
and Turtle, which had a significantly higher consumption.  
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The tools that do not use minimizers are the one that access more intensively the disk, while the tools based 
on minimizers have a lower amount of read and write operations. 

The techniques based on minimizers achieved a better parallelization of their sub processes by using all 
available cores for their execution. On the other hand, few tools based on another method had a high 
parallelization. 
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